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On the Importance of Collaborative Efforts:

● "Shaping a future in which AI does more good than harm will require a great deal of
collaboration. Humanists, social scientists, artists, and scientists will need to work
together in order to decide what potential uses of AI are ethical and desirable."

On the Value of General Purpose AI:

● "With general purpose AI, by definition, the machines would then be able to do whatever
human beings have managed to do that's of value to their fellow citizens."

On the Economic Impact of AI:

● "AI can do it at much greater scale and far less cost. You might, for example, just be able
to replicate the nice Hyde Park standard of living for everyone on earth, and that would
be about a tenfold increase in GDP."

On the Potential for Better Civilization:

● "Of course, we could have actually a better civilization, not just replicating the Hyde Park
civilization, but actually much better healthcare, much better education, faster advances
in science, some of which are already happening."

On the Challenge of AI Control:

https://www.youtube.com/watch?v=UvvdFZkhhqE&t=1045s


● "If you make systems that are more intelligent than humans, intelligence is what gives us
power over the world, over all the other species. So, if we make AI systems that are
more intelligent, then they are fundamentally more powerful."

On Safe and Beneficial AI Systems:

● "We have to be able to make high-confidence statements about our AI systems. The
view that you'll see from almost everyone in the industry is we make AI systems and
then we figure out how to make them safe. Making safe AI means systems that are safe
by design."

On Red Lines for AI Development:

● "This concept of red lines is gaining some currency. You would like to say your systems
have got to be safe and beneficial before you can sell them. But if we just draw some red
lines and say, well, we will get to safe later, let's just not do these things, right? Things
that are obviously unsafe, and nobody in their right mind would accept that AI systems
are going to do these things."

On the Role of Government in AI Regulation:

● "The role of government is to ensure that the technology is developed in a way that is
safe and beneficial for society. This includes enforcing regulations that require AI
systems to be safe by design and to have built-in mechanisms to prevent harmful
behavior."

On the Future of AI and Society:

● "We are in the process of developing technologies that can have enormous, potentially
positive and also negative impact on the human race. And we just don't have the wisdom
to keep up with our own scientific advances and we need to remain in control forever."

How Not To Destroy the World With AI - Stuart Russell

On AI's transformative potential:

● "AI has vast potential and that creates unstoppable momentum."
● "It really is gonna change our lives. There's no doubt about it."

On the current state of AI:

● "I think we are constantly overestimating the capabilities of the AI systems that we build."
● "It's incredibly irresponsible to deploy systems whose internal principles of operation you

don't understand."

https://www.youtube.com/watch?v=ISkAkiAkK7A&t=803s


On the risks and responsibilities of AI:

● "You should not deploy systems whose internal principles of operation you don't
understand that may or may not have their own internal goals that they are pursuing."

● "If we pursue this in the standard model, then we will eventually lose control over the
machines."

On the approach to building AI systems:

● "Instead, we need the machines to be beneficial, meaning that their actions can be
expected to achieve our objectives."

● "We need a different model... We need the machines to be beneficial to us."

On understanding and aligning AI with human objectives:

● "The robots only objective is to satisfy human preferences."
● "The machine knows that it doesn't know what those preferences are."

On the importance of human-centered AI design:

● "The machine knows that it doesn't know what the objective is, but it still needs a way of
grounding its choices over the long run."

● "The machine knows that it doesn't know what those preferences are, but it still needs a
way of grounding its choices over the long run."

On future applications and potential benefits of AI:

● "We could deliver a respectable standard of living to everyone on Earth."
● "We could have much better healthcare. We could solve a lot of scientific problems that

are too hard for us right now."

On ethical considerations in AI development:

● "The impact on jobs is going to be enormous and obviously general purpose AI would be
able to do any job that humans can do with a couple of exceptions."

● "We had better figure this out right before we get there and not implement naive
solutions to these kinds of very important questions."

California Live! presents Will AI Be Humanity’s Last Act? with Stuart
Russell

Stuart Russell on AI's Rapid Development: "It's quite unnerving. And I think, you know, what
it's done is given people a taste of what it would be like if super intelligent AI were on tap and
available to everybody, you know? Just like electricity is on tap."
Stuart Russell on the Evolution of AI: "We build AI systems by specifying objectives and then
creating machinery that achieves those objectives as well as possible."

https://www.youtube.com/watch?v=QEGjCcU0FLs
https://www.youtube.com/watch?v=QEGjCcU0FLs


Stuart Russell on AI Safety: "We should design AI systems that are necessarily safe by the
way we design them... We build AI systems that know that they don't know what the objective is,
right? The objective is whatever humans want the future to be like."
Stuart Russell on AI Systems: "So, coming back to the gorilla problem, right? The gorilla
problem is very abstract... how are you going to retain power forever over entities that are more
powerful than we are."
Stuart Russell on the Importance of AI Research: "I think the most important type of
regulation is regulation that will cause the developers to do the research on safety that they
haven't done."
Stuart Russell on Government Regulation: "The government actually is the only entity here
who can exert any control... The place where there's a bottleneck is in the hardware 'cause
there's only a handful of manufacturers of high-end hardware in the world."
Stuart Russell on Quantum Computing and AI: "Quantum computation basically uses weird
properties of quantum wave functions to get more computing power out of a fixed amount of
hardware."
Stuart Russell on the Future of AI: "AI could really come to the rescue, and I think it makes
more sense to accelerate than to pause."
Pat Joseph on the Industry's Perspective: "So, if you're building systems to imitate, then they
will acquire those goals and they will pursue them in the way they output text."
Stuart Russell on AI's Impact on Employment: "We have theorems. There is no such thing
as technological unemployment... but it won't be human labor. The actual amounts, it's
somewhere on the order of 0.1% of electricity consumption is AI."

Stuart Russell: Long-Term Future of Artificial Intelligence | Lex Fridman
Podcast #9

On AI's Role and Decision-Making:

● "A machine should think about whatever thoughts are going to improve its decision
quality."

On AI Strategy and Meta-Reasoning:

● "The way to maximize click-through is actually to modify the people to make them more
predictable... The machines will force you there."

On AI Learning and Evaluation:

● "AlphaGo's capability to instantly evaluate board positions is remarkable because we
don't have that level of intuition about Go. We actually have to think about the situation."

On AI Implementation:

https://www.youtube.com/watch?v=KsZI5oXBC0k
https://www.youtube.com/watch?v=KsZI5oXBC0k


● "It's worth thinking about a move even if it's less promising on average because there's a
chance that you will change your mind and discover that in fact it's a better move."

On AI and Human Collaboration:

● "When you don't have an objective, it means you're together coming up with an
objective. There's a lot of philosophy that life doesn't really have meaning; we together
agree on what gives it meaning."

On AI Safety and Control:

● "If properly controlled, AI could be incredibly beneficial... But we need to teach machines
humility. They need to know that they don't know what it is they're supposed to be doing
and be deferential to us."

On Preparing for AI's Future:

● "It doesn't take a genius to realize that if you make something that's smarter than you,
you might have a problem. Alan Turing wrote about this, saying we might be able to turn
off the power at strategic moments, but even so, our species would be humbled."

On Ethical AI Development:

● "We need to get away from the idea that you build an optimizing machine and you put
the objective into it. The machine should never take an objective that's given as gospel
truth."

On Regulatory Oversight:

● "We do need oversight for AI algorithms. We need to ask the question, 'Can you show
me that it's safe? Can you show me that it won't have various kinds of negative effects?'"

On AI Misuse and Overuse:

● "There are many systems in the real world where we've prematurely fixed on the
objective and then decoupled the machine from those it's supposed to be serving.
Overuse of AI might lead us to be guests on a cruise ship, which is fine for a week but
not for the rest of eternity."

On AI's Impact on Society:

● "We are starting to have algorithms that can cope with much longer timescales,
uncertainty, and partial observability. Each of those steps magnifies by a thousand the
range of things that we can do with AI systems."



Pieter Abbeel

Pieter Abbeel - Towards AI for the Physical World

On the importance of deep learning for AI advancements:

● "Deep learning has shown that by feeding in enough examples, you can actually have a
network learn the pattern automatically, which has led to significant advancements in
image recognition and beyond."

On the progress of AI in robotics:

● "We've seen that it's possible to have a neural network from its own experience learn to
play video games, and similarly, at Berkeley, we're making this work for real robots."

On the challenge of real-world applications:

● "Even 90% success rate is not good enough in the real world. For example, in a typical
factory or warehouse, 90% success means 50 to 200 failures per hour, which requires
constant human intervention."

On the necessity of high reliability:

● "To create value, we need 99.6% to 99.9% success rates. These are the rates of
success we have not really seen achieved in research yet."

On the long tail of real-world variability:

● "The real world is difficult, with high variability and a long tail of scenarios. It's not about
collecting more data on any individual category; you need to learn something much more
general."

On the challenge of a changing environment:

● "The real world always changes, and you cannot just train against a fixed thing and hope
it will be reliable in a changing world."

On knowing the limits of AI:

● "It's important to know when you don't know. It's better to realize you don't know and not
take action than to make a mistake that requires significant intervention."

On the future of AI in physical systems:

https://www.youtube.com/watch?v=8zLzGoTp-j4&t=109s


● "There's a lot of research progress in AI, but to achieve commercial viability and drive
value with AI in physical systems, we need to go beyond 90% reliability and address the
high variability, changing world, and knowing when we don't know."

On Covariant's mission:

● "At Covariant, we build on robot learning advances to push beyond 90% reliability,
focusing on real-world applications to achieve the high success rates needed for
commercial viability."

On the significance of AI for CEOs:

● "For CEOs, understanding that achieving high reliability and adaptability in AI systems is
crucial for commercial success and driving true value in real-world applications."

Berkeley EECS Research Symposium BEARS 2023 - Future of Robotics
Pieter Abbeel & Joey Gonzalez

On the evolution of AI and neural networks:

● "The big recent transition is that it's possible to essentially pile all your data into a single
neural network, and end up with a neural network that is better at any one of the niche
applications that, before, we would train niche neural nets for."

On the impact of large pre-trained models:

● "A single neural net that's asked to do everything ends up being better even at the
specialized things. These large, pre-trained models, foundation models, are a bit of a
surprise and really exciting."

On leveraging existing AI models for business:

● "Now you're starting the AI company, maybe, you actually use an OpenAI, or a
Perplexity, or a Cohere, or yet another model from somewhere, and layer something on
top of it rather than building the core model yourself."

On the importance of data quality:

● "The quality of data being important... they've done an enormous amount of effort in
curating the data that's being fed to train the OpenAI bots."

On active data collection and exploration:

● "The role of active data collection... there might be something where if your AI, your
robot, possibly, because it might help to be physical and to go around in the world for at

https://www.youtube.com/watch?v=8gJMWtT39Cs
https://www.youtube.com/watch?v=8gJMWtT39Cs


least visual exploration, it might help to be able to actively select things, interact with
them, and learn a deeper understanding of how the world works."

On integrating AI into business operations:

● "You want to be as close as possible to your customers. Talk to customer, talk to
customer, talk to customer... Early on, you want to be in the room with the customer,
delivering your product, getting that feedback."

On the trend towards generalization in robotics:

● "Training a single neural net on all the types of SKUs you see everywhere is more
capable than a specialized model. By having seen more, being able to generalize better
on to the next thing you see."

On the challenge of real-world robotics:

● "The physical world is very unforgiving. When you make a mistake in the physical world,
it's often hard to patch up those mistakes. Robotics is harder than people expected."

On the balance between research and commercialization:

● "Successful entrepreneurship is not knowing everything ahead of time. It's iterating, and
iterating, and learning lessons quickly as you go along because you're always doing
something new that hasn't been done pretty much."

On the role of connections in entrepreneurship:

● "Connections really help. If you have the right connections, it opens doors very, very
quickly, you get the right conversations. So having one starting point can go a very long
way."

.S3 E9 Geoff Hinton, the "Godfather of AI", quits Google to warn of AI risks
(Host: Pieter Abbeel)

On the evolution and capabilities of AI:

● "Backpropagation running on digital computers might be a much better learning
algorithm than anything the brain's got... maybe these digital systems have something
the brain doesn't have."

On the future risks and alignment of AI:

https://www.youtube.com/watch?v=rLG68k2blOc
https://www.youtube.com/watch?v=rLG68k2blOc


● "We need to approach AI development the right way... We've built something better than
the brain, and now we have to worry about what the something better might do."

On the potential and regulation of AI:

● "We need to take this very seriously right now... It's kind of 99% of the money goes into
developing AI and 1% into safety. It should be much more like 50-50."

On AI's impact on jobs and society:

● "In a decent society, if you increase productivity, it should help everybody. The danger is
if you increase productivity, the gains are going to make the rich richer and the poor
poorer, but I don't see that as the fault of AI."

On the benefits of AI in various fields:

● "AI has tremendous good it can do... In medicine, we're going to get much better family
doctors who know much more, and we'll be able to get much more information out of
medical scans."

On the existential risks of AI:

● "I used to think [the risk of AI taking over the world] was way off, 30, 50, 100 years. Now
I think, with very low confidence, it could be 5 to 20 years."

On the importance of AI alignment:

● "The big issue is once it's smarter than us, does it take over the world or do we still
control it? We should certainly do everything we can to keep control."

On the potential for AI to enhance decision-making:

● "We'd prefer to have a scenario where we create something much more intelligent than
us, and it kind of replaces the UN... a really intelligent mediator that doesn't have goals
of its own."

On the future of digital and biological intelligence:

● "These digital intelligences are immortal... biological intelligence, when the hardware
dies, the knowledge dies with it. But with digital intelligences, if one piece of hardware
dies, the knowledge doesn't die."

On the role of education and understanding in AI development:

● "I still believe that if we understand better how people work, we should be able to make
society better."



AI Robotics for the Real World

On the distinction between traditional robotics and AI robotics:

● "Traditional robotics... where robots go through dedicated pre-programmed motions over
and over and over. AI robotics... where a robot would have to look at what's in front of it
and make decisions based on what it's seeing."

On the quiet entry of AI robotics into our world:

● "AI robotics very quietly, much under the radar, actually made it into our worlds in 2020."

On the importance of machine learning for robotics:

● "For a computer to understand what's in that image, it somehow needs to process these
numbers and turn it into some conclusion... This is done through machine learning."

On the significance of deep learning breakthroughs:

● "In 2012, it was shown that instead of using traditional computer vision, if you use deep
learning... you can actually cut the error rate in half. This was a massive breakthrough."

On the iterative learning process of AI:

● "The robot sees what's in front of it, takes an action, the world changes, the robot
observes that, and takes another action... This process repeats over and over until it
achieves its goal."

On deep reinforcement learning:

● "Deep reinforcement learning... is concerned with how you can make robots and more
generally AI systems learn to make decisions."

On the scalability of AI learning:

● "The more robots you have, the faster learning can happen... They can share their data,
share their neural network self-learning called fleet learning, and the larger your fleet, the
faster the learning can happen."

On the importance of high reliability in AI robotics:

● "If you want to put an AI robotic solution into the world, it has to be reliable... The
absolute need for high reliability in the real world is the fundamental gap between lab
and real world."

On the long tail of real-world scenarios:

https://www.youtube.com/watch?v=AAr99hQ64AI


● "We cannot ignore the long tail of real-world scenarios... There's this long tail of things
that don't occur very frequently individually, but together they add up to the robot
encountering those infrequent items a lot."

On the adaptability of AI robotics:

● "In the real world, things are always changing... You need to adapt on the fly to whatever
you are dealt, and that requires new research."

On knowing the limits of AI:

● "It's important to know when we don't know... When something is ambiguous, AI systems
should take pause and maybe call back on a human operator for feedback."

On the future of AI robotics in various sectors:

● "The starting point of AI robotics into the real world is going to be robotic order fulfillment
in warehouses... Next might be farming, cooking, manufacturing of clothing or
electronics, or maybe recycling."

On the broader impact of AI robotics:

● "We are at the very beginning of AI robotics having a very big real impact on our lives."

On the long-term vision for AI-powered home robots:

● "The AI robotics technologies we covered... will carry over and will be at the core of what
will power our future home robots."

Anca Dragan

Anca Dragan: Human-Robot Interaction and Reward Engineering | Lex
Fridman Podcast #81

On the transformative potential of AI:

"What will be most impactful is understanding that we might not always need the entire robot to
come out of the lab... There are pieces of technology, such as AI systems for robots, that can be
applicable and can have a huge effect on their own."

On the readiness of AI for real-world deployment:

https://www.youtube.com/watch?v=iOCfIFBBpVY
https://www.youtube.com/watch?v=iOCfIFBBpVY


"The current AI capabilities are ready to make an impact in specific areas where they are
narrowly focused and can operate reliably within controlled environments."

On the collaborative nature of AI development:

"We are at a point where it's really about the collaboration between different fields—AI, robotics,
human-computer interaction—coming together to build systems that are not only intelligent but
also useful and safe for humans."

On the challenges of AI integration:

"It's one thing to develop an AI model in the lab and another to deploy it in the real world where
the environment is constantly changing and unpredictable."

On the evolving capabilities and challenges of AI:

"As our optimization power advances, as we're getting better and better algorithms, they put a
lot more pressure on the objective as the task becomes more complex."

On the importance of defining clear objectives for AI:

"It's remarkable how important human models are. The robot's job is really to do what this
person wants internally, not whatever some reward function exogenously falling from the sky
says."

On the necessity of collaboration across disciplines:

"In AI, we used to do all this stuff around, 'Let's understand the human so we can emulate that
in artificial intelligence.' It's just, I don't think that makes sense, but it's been surprising to me just
how nuanced of an understanding of us agents need to have, not only to be purely raw capable
but in order to align that capability with what is actually useful and beneficial to us."

On the role of human feedback in improving AI systems:

"Human feedback is crucial. The robot will take feedback and try to reason about what that tells
you about the underlying goal. When I correct it, the robot will say thank you for giving me
information about the true objective."

On addressing the limitations of current AI models:

"People are not noisy rational. If this assumption is wrong, then we have a problem, and it turns
out it is wrong. But there's a path forward: to hope that these assumptions actually hold in
practice and to go ahead and improve the model."

On the long-term vision for AI:



"The challenge is to steer that capability towards what we want. We don't have clear recipes for
how to make sure that when you chat with the Bing chatbot, it doesn't try to convince you to, you
know, break up with your wife. This is not a thing that we know how to do, at least not reliably."

On the implications of AI in human interaction and decision-making:

"I think we have to think about AI from the perspective of optimizing intended reward, making
progress on aligning AI agents to what we want. It's not just about optimizing a reward function;
it's about understanding the human goals behind it."

These quotes emphasize the need for clear objectives, interdisciplinary collaboration, human
feedback, and a long-term vision for integrating AI into various aspects of business and society.

Ion Stoica

Anyscale’s Ion Stoica on Building AI Infrastructure

On the fundamental elements of AI infrastructure:

"The ultimate goal of building a machine learning platform is to use machine learning to get
value out of their data to improve their businesses, their products, their services."

On the importance of data in AI:

"Starting from the data, first they need to preprocess the data. Once they process the data,
typically they train a model based on the data."

On fine-tuning AI models:

"Once they arrive at a model which they are happy with in terms of performance, they deploy it
in production as a model. The model can be a recommendation system or something like that."

On the challenges of maintaining AI models:

"It's not necessary that you add more data, the model will become better. As new data arrives,
the performance can degrade."

On distributed computing's role in AI:

"The scaling law for this model still holds. The larger the model, the better it’s going to perform."

On the necessity of distributed systems:

https://www.youtube.com/watch?v=bcb4xemcWPY


"There is no other way to run these models, to train these models, than using distributed
systems."

On the future of AI infrastructure:

"Distributed computing as a foundation for these machine learning workloads is here to stay."

On unified AI platforms:

"You are going to see more and more that people would like to unify the support for all these
workloads. It’s much easier to run all these workloads on a single system than on different
systems."

On democratization of AI:

"You are going to see developers taking advantage of these technologies to add features to their
applications. The barrier of using the technology is going to go lower and lower so everyone can
use them."

On regulation and copyright laws for AI:

"There will be a lot of work and it’s very challenging about how to regulate these models, about
the copyright laws, about how you are going to apply them."

Ray, a Unified Distributed Framework for the Modern AI Stack | Ion Stoica

On the impact of AI:

"It is more and more clear, not only because of the huge impact ChatGPT had over the last
couple of months, that AI will disrupt every industry—Finance, Health Care, Transportation,
Manufacturing, and more."

On the growing demands of AI applications:

"The compute demands of AI applications continue to grow much faster than the capabilities of
a single node or a single processor."

On the need for distributed computing:

"There is no way to run these AI workloads but to distribute them on many processors on many
machines. This is already true today and will remain true for the foreseeable future."

On the importance of specialized hardware:

https://www.youtube.com/watch?v=oH9pJavu-PU


"Despite the impressive increase in performance of specialized processors, they are still falling
short of satisfying the compute demands of training state-of-the-art machine learning models."

On scaling AI infrastructure:

"Imagine that we need to scale each of these stages—data preprocessing, training,
hyper-parameter tuning, and batch prediction. While we have distributed systems to scale each
of these stages in isolation, we would need to stitch all the systems together to build our
end-to-end pipeline."

On simplifying AI pipelines:

"Ray is a unified compute framework for distributed applications that is general enough to scale
all these machine learning workloads and more. Instead of using different systems, Ray enables
you to implement your entire machine learning application using a single system."

On the benefits of using Ray:

"Ray has a very minimalistic flexible API, enabling you to implement your entire pipeline using a
single script. You can scale it from your laptop to a cluster with just a few line changes."

On the practical applications of Ray:

"Shopify has used Ray to implement its next-generation machine learning platform. The
generality of Ray enables them to support the entire machine learning lifecycle using a single
system."

On the future of AI infrastructure:

"Ray is emerging as a compute framework for modern machine learning infrastructure, powering
large language model workloads and applications. It simplifies building machine learning
infrastructure and platforms as well as scaling and productizing large language models."

Ali Ghodsi

Data + AI Summit Keynote Day 1 - Ali Ghodsi, Co-founder and CEO of
Databricks
On the importance of data and AI:

"Every company now on the planet wants to be a data and AI company. Every CIO, even every
CEO I meet of a Fortune 500 company or a small company, thinks that data and AI is going to
be super strategic for them over the next five years."

https://www.youtube.com/watch?v=-6dt7eJ3cMs
https://www.youtube.com/watch?v=-6dt7eJ3cMs


On the necessity of practical AI applications:

"People don't know how these models are doing for their use cases, and that's all they care
about. They want the model to do well on their data and their use case at their organization."

On the challenges of AI implementation:

"85% of the generative AI use cases have not yet made it into production. The AI problem is
how do you do generative AI on your data in your organization, and how do you get it into
production?"

On data security and privacy:

"People are super worried about security and privacy of their AI. There’s intense pressure, talks
of AI regulation, and concerns about data privacy. It's not just AI, the data is under attack."

On addressing fragmented data estates:

"The data estate today is super fragmented. This results in lots of complexity, huge costs, and
lock-in to these proprietary different systems. We need to cut it down and unify our data
strategy."

On the vision for data ownership:

"Stop giving your data to vendors. They’ll just lock you in. Own your own data, store it in cheap
hard drives in the cloud called data lakes, and use a standard format so any engine can access
it."

On democratizing data and AI:

"Democratizing data means anyone in your organization should be able to access the data
directly. Democratizing AI means practitioners should be able to easily create AI models that
understand their data in their organization."

On the benefits of serverless infrastructure:

"We're also super excited to announce that all of Databricks is now available in serverless. This
means no more clusters, instant scaling, and paying only for what you use, reducing idle costs
and optimizing performance."

Are You Prepared For The AI Revolution? | Ali Ghodsi

https://www.youtube.com/watch?v=y-H0wass1zw


On the revolutionary impact of technology:

"It's very, very clear that this kind of technology is going to be revolutionary. It really will
revolutionize many, many things."

On changing human-computer interaction:

"All the ways in which we interface technology in the past has been based on clicking or
pressing some buttons or typing things on a keyboard, but now these generative AI models are
really good at understanding what human intention is and what we mean when we speak."

On the transformative potential of AI:

"Everything that we do is going to be transformed by this. Writing emails, reading emails,
summarizing emails, meetings, education—everything."

On the importance of adapting to new technology:

"If you're an existing startup, I think you should seriously make sure that you're actually getting
ahead of it because even if you're a company that has been around three or four years, you're
laggard unless you're already using large language models, generative AI, and these kinds of
technologies."

On the disruptive nature of technological shifts:

"When the internet comes along or when mobile comes along or when Cloud comes along, they
disrupt lots of industries and companies. This is one of those, maybe the biggest one we've ever
seen. So everyone should take it super seriously."

Brandie Nonnecke

Beyond the Hype: Unraveling AI Myths, Realities, & Governance

On the multidisciplinary nature of tech policy: "The very nature of tech policy is multidisciplinary.
In order for us to move forward in this space, we have to engage all of those disciplines."

On demystifying emerging technologies: "Part of the problem that we have is this idea that any
sufficiently advanced technology is indistinguishable from magic. But what's behind that is just
data and models and actually very simple ones on the continuum of different types of AI."

https://www.youtube.com/watch?v=TfHscGqhu2U


On the role of human-defined objectives in AI: "In the United States, the National AI Initiative Act
defines AI as a machine-based system that can, for a given set of human-defined objectives,
make predictions and recommendations."

On AI regulation and the importance of international standards: "The European Union AI Act is
the most comprehensive piece of AI legislation in the world. Any developer of an AI system, if
they want to enter the European market, needs to be compliant."

On the power of voluntary frameworks in AI governance: "In the absence of comprehensive
federal legislation, the best we can do right now is have the companies see that they're going to
do better. As a consumer, you should put their feet to the fire if they're not doing what they said
they were going to voluntarily."

On the evolution of AI technologies: "Even ChatGPT, though it looks pretty cool and sounds
smart, is still very much closer to the simpler end of the AI continuum."

On the importance of understanding and governing simpler forms of AI: "While generative AI
and foundation models are the shiny toys that fascinate and inspire fear, there are more forms
of simple machine learning in operation today that affect us every single day. We need to think
about how to govern those first."

On balancing innovation and regulation: "Regulation can also create a more fair market where
companies can compete with each other, sharing resources that actually allow small to
medium-sized enterprises to grow. It's more nuanced than just stifling innovation."

All Things AI with UC Berkeley's Brandie Nonnecke

On the evolving nature of AI and machine learning:
"AI is on a continuum. There are many, many different types of AI, and I would actually prefer
that we use the term machine learning. Machine learning is statistical pattern recognition."

On the importance of understanding AI capabilities:
"We're Way Beyond the old school flip phone predictive texting. Now, we're teaching these
machines to learn and advance data."

On the significance of human involvement in AI development:
"Human beings are a significant part of the development of these models. There's a true human
cost to building these tools."

On the environmental impact of AI:
"We have to talk about the environmental effects of some of these large models, where they're
using a lot of compute power, which uses a lot of energy and water to cool down the
computers."

https://www.youtube.com/watch?v=cbhsuW1t5uY


On the benefits of generative AI:
"Generative AI tools today, like the large language models, are able to generate high-quality
text, images, audio, and other content."

On the future of AI with large multimodal models:
"We've moved now from large language models to large multimodal models, where you can
generate text, video, and static images, among other modalities."

On cutting through AI hype:
"It's really important for us to cut through the hype around the technology. AI is significantly
hyped, especially generative AI. We can't have discussions on the fringe; we need to focus on
the real benefits and risks."

On the role of universities in AI development:
"UC Berkeley is leading in AI research. Those individuals, even the extreme technical folks, are
thinking about how to do this responsibly and how it can be regulated in a meaningful way."

On the necessity of regulation in AI:
"Some of the most highly regulated sectors are also the most innovative. Regulation can create
an equal playing field for firms to operate and ensure that AI technologies are used responsibly."

On the power of procurement in influencing AI development:
"Procurement is the biggest stick that we can beat them with. They need us more than we need
them. Push back and ask those tough questions."

On the importance of continuous monitoring and algorithmic auditing:
"You have to do continuous monitoring to see if it is performing as supposed, making weird
connections, and then mitigate those issues. It's not a one-and-done process."

On the need for comprehensive AI regulation:
"We cannot have any bills or legislation focused solely on generative AI. It's got to be focused
on AI in its totality, especially in high-risk areas where we need oversight."


